Gene Ontology Analysis with Cytoscape

Gene Ontology (GO) is now an essential resource in bioinformatics.  It defines a controlled vocabulary of terms in biological process, molecular function, and cellular location, and relates the terms in a somewhat-organized fashion.  Expert curators assign genes to GO categories, and the majority of genes in organisms including human and yeast now have GO annotations.  This section of the tutorial outlines the resources available to you under Cytoscape for examining a network (or sub-network), and asking “but what do these genes DO?”

1. Loading GO annotations on a network

a. Start Cytoscape and load the network galFiltered.sif from your sample data directory.  For some background, this file contains a network of yeast (S. cervisiae) proteins from the galactose pathway.  Select a nice layout for your network.

b. Under the File menu in your Cytoscape Desktop, select Load and Gene Ontology Server.

c. Next, a window for the Gene Ontology Wizard should appear, and you will be asked which format you want to load: Cytoscape BioDataServer or Gene Ontology.  The Cytoscape BioDataServer functionality is the older one, kept around for backwards compatibility.  Forward-thinking people such as you should always use the Gene Ontology format.

d. The Gene Ontology Wizard will bring up an input form, as shown below:
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e. Fill in the form as follows:

i. Click the Select Obo File button, and select the file gene_ontology.obo from your sample data directory.

ii. Click the Add Gene Association file button, and select the file gene_association.sgd from your sample data directory.

iii. Ensure that your default species name is Saccharomyces cerevisiae by clicking the checkbox next to Overwrite default species name with, and verifying that Saccharomyces Cerevisiae is selected on the pull-down menu.  
iv. Important note: each gene association file is species-specific.  In order for this functionality to all work, you must select the appropriate gene association file for your species, the same species that your network data is defined for, and this species must also be your default species name.
v. Click Finish.

vi. Note that if you’re ever repeating these steps in the future with a different species, you will need a Gene Association file for that species.  You can download one from The Gene Ontology Project at the hyperlink marked Current Annotations.  If you have any doubt on the formal species name, you can check it by using the Gene Ontology Wizard hyperlink Taxonomy name/id Status Report Page.

f. The Gene Ontology Wizard should go away.  A window should appear labeled Loading Gene Ontology Database, listing the number of entities (proteins) and classifications (assignments of protein to term) for each of the three categories: Biological Process, Cellular Component, and Molecular Function.

2. Now, we will apply Gene Ontology annotations to the nodes in the network, and browse through them.

a. On the Cytoscape Desktop, click on the Annotation button, shown below: [image: image2.jpg]



b. This will bring up a window labeled Annotation, shown below: [image: image3.jpg]“Available
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c. Click on the plus sign next to Biological Process.  This should bring up one link per GO level, 1 through 13.  These levels correspond to the depth of the tree to work at: higher levels are more general.

d. Click on 3, and click the button labeled Apply Annotation to All Nodes”

e. On the right-hand panel, an entry should appear labeled GO Biological Process (level 3).  Click on this.

f. The right-hand panel should now list the Level 3 terms, as shown below: [image: image4.jpg]Available Current Annotations
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g. Click on a few terms on the right-hand panel.  Notice how as you do this, corresponding nodes are selected on the Cytoscape canvas.

h. In the Node Attribute Browser, click the Select Attributes button.  Notice how GO  Biological Process (level 3) appears as one of the options.  Select this attribute.  The Node Attribute browser should now show the Level 3 terms for the selected nodes, as shown below: [image: image5.jpg]CytoPanel 2
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i. Notice that each node may be assigned to several terms at once.  This is typical.  First, a protein may be involved in many processes.  The protein SIP2 has six distinct assignments to GO biological processes.  Second, GO allows multiple inheritance, where one term may have multiple parent terms.  For instance, the process “Regulation of transcription, DNA-dependent” is a subclass of both “Regulation of transcription” and “Transcription, DNA-dependent”.

j. Select nodes on the Cytoscape canvas, and notice how the list of nodes and their biological processes change in the Node Attribute Browser.

k. Select GO Biological Process annotations at the right side of the Annotation window, and notice how both the Cytoscape canvas and the Node Attribute Browser change.

l. See if you can find any sections of the network with a concentration of some annotation term.

3. Did you find an area that seemed enriched for some GO term?  Here we will use the BiNGO plugin to see if that enrichment is statistically-significant.

a. If you did not find a region to work with, then select the node GAL4, its immediate neighbors, and the immediate neighbors of those nodes.

b. Save your subnetwork to a new network.  This action will simplify your life later on.

c. Select all the nodes in your network.

d. In the Plugins menu, select BiNGO.  This should bring up a window called BiNGO Settings.
e. Fill in your BiNGO Settings as follows:

i. Give your cluster a short name such as “test”.

ii. Leave the Get Cluster from Network box checked.

iii. Under Select a statistical test, select Hypergeometric.  Binomial testing is used when the amount of data is very large (which is rarely the case in this setting).

iv. Under Select a multiple testing correction, choose Benjamini & Hochberg False Discovery Rate (FDR).  This is the correction to use in most cases, as the Bonferroni correction is generally seen as too conservative.  Use Bonferroni correction when you want to demonstrate that your results are significant without doubt.

v. Under Choose a significance level, enter 0.05.  This threshold controls which nodes are detailed.  Later, one can choose nodes with lower p-values interactively.

vi. Under Select the categories to be visualized, select Overrepresented after correction.  With very few exceptions, this is the setting you will want.

vii. Under Select reference set, select Test cluster versus complete annotation.  This will compare your set of nodes to all genes in the yeast genome.

viii. Under Select ontology, select “GO Biological Process”.

ix. Under Select organism/annotation and gene identifier, scroll down to “Saccharomyces cerevisiae”,  and select Locus Tag. 

x. Click Start BiNGO.

f. After a brief pause, a network will appear on your canvas such as the one shown below
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g. Within this network

i. Each node represents GO some term, and is labeled accordingly.

ii. The topology represents the GO biological processes

iii. The yellow and orange nodes represent terms with significant enrichment, with darker orange representing a higher degree of significance.

iv. White nodes are terms with no significant enrichment, but are included for completeness because they have a significant child term.  

v. Branches of GO with no significant terms are not shown.

vi. The size of each node in a BiNGO graph is proportional to the number of nodes in your query set with that term.

h. Go to the Node Attribute browser, and look at the available attributes.  You should see several more, including:

i. description_test: the name of the GO biological process

ii. adjustedPValue_test: the p-value for the node, adjusted for multiple hypothesis testing (for comparison, the un-adjusted p-value is also there, with the name pValue_test).

iii. n_test: the number of network nodes in your selection set 

iv. x_test: the number of nodes in your selection set mapping to the term.

i. Select some of these terms, and browse through the nodes in your BiNGO graph.

j. Here is a good case for Cytoscape’s hiding controls.  Consider the BiNGO network shown above.  There is a large branch structure on the left consisting of nodes of no significant enrichment, with a few nodes of marginal enrichment at the end.   By selecting these nodes and clicking on the Hide Selected Region button (shown), [image: image7.jpg]


 these nodes will disappear from the canvas, as shown: [image: image8.jpg]



k. Hidden nodes can be restored using the Show All Nodes and Edges button.  Experiment with this. [image: image9.jpg]



l. BiNGO will optionally produce an output file listing the p-values of all nodes with significant enrichment, as follows:

i. By back to your BiNGO Settings window.  You will need to specify a new cluster name, such as test.2.

ii. Near the bottom of the window, click on Check box for saving data.

iii. Click on the button labeled Save BiNGO Data file in:, and select a directory for BiNGO’s output file

iv. Rerun BiNGO.

v. In the specified directory, you should now have a file called test.2.bgo.  Your screen should show a new window titled test.2 BiNGO Results.  Both of these should summarize your BiNGO parameters, and report on the enrichment of the terms meeting your p-value threshold.

m. To play Devil’s advocate, perhaps it isn’t meaningful that your cluster of nodes show significant enrichment because the entire galFiltered network consists of nodes involved in one pathway (galactose utilization).  Thus, the nodes might all be in related processes, and thus any random group of nodes in this network would show significant enrichment in some process.  Test this hypothesis by returning to the galFiltered graph, returning to your BiNGO settings window, and choosing Test cluster versus network under Select reference set.  Rename your cluster “test.3”.

i. Rerun BiNGO.  

ii. Compare the new BiNGO network against the old one.  What appears different?

iii. Go to the Node Attribute browser, and click on Select Attributes.  Note that the available attributes include adjustedPValue_test (reporting enrichment against the completed genome) and adjustedPValue_test.3 (reporting enrichment against the full network).  Select these two attributes for a side-by-side comparison of the p-values of some nodes in the BiNGO graphs.

n. Exercise: what GO terms are significantly-enriched in the full galFiltered network?  If there are any terms that were significant previously but aren’t significant in the last step, do they appear as significant for the galFiltered network?  If so, this tells you these terms are related to galactose utilization in general, but not to the cluster you selected in particular.

o. Let’s say you find a GO category that’s especially interesting to you (for instance, a category with genuine enrichment in your select set), and you want to see all the nodes in your network in that category.  Here’s how you can do that.

i. Go to one of your BiNGO graphs and carefully count the shortest path to the term from the node Biological Process.  That indicates the level of the term.

ii. Go back to your Annotation window, and select the Biological Process annotation for that level.

iii. Scroll down the list to your term 

iv. Click on your term.

v. How many of the proteins with that term are in your cluster?  Are there other clusters of proteins with that term, or are the others more disperse?

Congratulations!  Now, you know almost as much on Gene Ontology analysis as your instructor.  Go off and do great things! 

